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Unit-5-Virtual memory 

What is Virtual Memory? 

Virtual Memory is a storage mechanism which offers user an illusion of having a very big 

main memory. It is done by treating a part of secondary memory as the main memory. In 

Virtual memory, the user can store processes with a bigger size than the available main 

memory. 

Therefore, instead of loading one long process in the main memory, the OS loads the various 

parts of more than one process in the main memory. Virtual memory is mostly implemented 

with demand paging and demand segmentation. 

Hardware and Control Structures  

Memory references are dynamically translated into physical addresses at run time 

 A process may be swapped in and out of main memory such that it occupies different regions  

A process may be broken up into pieces that do not need to be located contiguously in main 

memory  

All pieces of a process do not need to be loaded in main memory during execution 

Why Need Virtual Memory? 

Here, are reasons for using virtual memory: 

 Whenever your computer doesn't have space in the physical memory it writes what it 

needs to remember to the hard disk in a swap file as virtual memory. 

 If a computer running Windows needs more memory/RAM, then installed in the 

system, it uses a small portion of the hard drive for this purpose. 

How Virtual Memory Works? 

In the modern world, virtual memory has become quite common these days. It is used 

whenever some pages require to be loaded in the main memory for the execution, and the 

memory is not available for those many pages. 

So, in that case, instead of preventing pages from entering in the main memory, the OS 

searches for the RAM space that are minimum used in the recent times or that are not 

referenced into the secondary memory to make the space for the new pages in the main 

memory. 

Let's understand virtual memory management with the help of one example. 

A demand paging mechanism is very much similar to a paging system with swapping where 

processes stored in the secondary memory and pages are loaded only on demand, not in 

advance. 
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So, when a context switch occurs, the OS never copy any of the old program's pages from the 

disk or any of the new program's pages into the main memory. Instead, it will start executing 

the new program after loading the first page and fetches the program's pages, which are 

referenced. 

During the program execution, if the program references a page that may not be available in 

the main memory because it was swapped, then the processor considers it as an invalid 

memory reference. That's because the page fault and transfers send control back from the 

program to the OS, which demands to store page back into the memory. 

 

The idea is this. If we attempt to access a virtual address that lies within a page in memory, 

we win. If not, this is a page fault When a page fault occurs, we load the page into main 

memory from the backing store. If there isn't enough available main memory to load the 

page, a page in memory is first written to the backing store. 

Demand paging requires several types of hardware support: 

 A TB and an address translation mechanism. 

 Page table entries with disk addresses (can be calculated from offset) 

 The ability to detect a page fault 

 Restartable instructions 

 

Types of Page Replacement Methods 

Page Fault Handling in Operating System 

A page fault occurs when a program attempts to access data or code that is in its address 

space, but is not currently located in the system RAM. So when page fault occurs then 

following sequence of events happens : 
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 The computer hardware traps to the kernel and program counter (PC) is saved on the 

stack. Current instruction state information is saved in CPU registers. 

 An assembly program is started to save the general registers and other volatile 

information to keep the OS from destroying it. 

 Operating system finds that a page fault has occurred and tries to find out which virtual 

page is needed. Some times hardware register contains this required information. If not, 

the operating system must retrieve PC, fetch instruction and find out what it was doing 

when the fault occurred. 

 Once virtual address caused page fault is known, system checks to see if address is 

valid and checks if there is no protection access problem. 

 If the virtual address is valid, the system checks to see if a page frame is free. If no 

frames are free, the page replacement algorithm is run to remove a page. 

 If frame selected is dirty, page is scheduled for transfer to disk, context switch takes 

place, fault process is suspended and another process is made to run until disk transfer 

is completed. 

 As soon as page frame is clean, operating system looks up disk address where needed 

page is, schedules disk operation to bring it in. 

 When disk interrupt indicates page has arrived, page tables are updated to reflect its 

position, and frame marked as being in normal state. 

 Faulting instruction is backed up to state it had when it began and PC is reset. Faulting 

is scheduled, operating system returns to routine that called it. 

 Assembly Routine reloads register and other state information, returns to user space to 

continue execution. 

 


